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Overview

• Problem: describe what an analyst has 

been working on to support collaboration

• Idea: track documents she reads and 

map these to terms in an ontology, 

aggregate to produce a short list of topics

• Approach: use Wikipedia articles as 

ontology terms, use document-article 

similarity for the mapping, and spreading 

activation for aggregation
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What’s a document about?

• Two common approaches:

(1) Select words and phrases using TF-

IDF that characterize the document

(2) Map document to a list of terms from 

a controlled vocabulary or ontology

• (1) is flexible and does not require 

creating and maintaining an ontology

• (2) can tie documents to a rich 

knowledge base
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Wikitology !

• Using Wikipedia as an ontology offers the 

best of both approaches

– Each article is a concept in the ontology

– Terms linked via Wikipedia’s category 

system and inter-article links

• It’s a consensus ontology created, kept 

current and maintained by a diverse 

community

• Overall content quality is high
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Wikitology features

• Terms have unique IDs (URLs) and are 
“self describing” for people

• Several underlying graphs provide 
structure: categories, article links 

• Article history contains useful meta-data 
(e.g., for trust)

• External sources provide more info (e.g., 
Google’s pagerank)

• Some of the data available in structured 
form, e.g., in RDF from DBpedia
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Wikipedia 101
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Wikipedia history
• Started January 2001 to complement the 

peer-reviewed  Nupedia project

• Based on Ward Cunningham’s Wiki idea 

(wiki wiki is Hawaiian for quick!)
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http://en.wikipedia.org/wiki/Nupedia
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Wikipedia’s size and growth
• 9.25M articles in 253 languages, 1.4B words

• English: 2.2M articles, 940M words -- largest encyclo-
pedia ever assembled

• 6.2M registered users, 192M edits
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Wikipedia data in RDF
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Populating Freebase KB
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Populating Powerset’s KB
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AskWiki uses Wikipedia for QA
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With sometimes surprising results
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ClusterBall Viz

Mathematics

Nodes inside 

ball one hop 

away

Nodes on ball 

edge are 2 

hops away

Wikipedia visualization

http://www.chrisharrison.net/projects/clusterball/
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Preparing the data

• Download Nov 2006 Wikipedia article XML 
dump (13G)

• Index the ~2.6M articles in Lucene IR system

• Extract article and category graphs, put in DB

~ 180K categories, 375K category links

~ 90M article-article links

• Cleanup index and graphs by removing 
administrative & “junk” pages/categories

“Articles needing references”

“1998”
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Experiments

• Goal: given one or more documents, compute 
a ranked list of the top N Wikipedia articles 
and/or categories that describe it.

• We’ve explored many ideas to improve 
accuracy, not unlike designing a light bulb

• Basic metric: document similarity between 
Wikipedia article and document(s)

• Variations: role of categories, eliminating 
uninteresting articles, use of spreading 
activation, using similarity scores, weighing 
links, number of  spreading activation pulses, 
individual or set of query documents, etc, etc.
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Key Structures
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Experiments

(1) Rank categories associated with N 

most similar articles by their frequency

(2) Like (1) but weight categories by 

document similarity

(3) Like (1) but use spreading activation in 

category graph to elect best categories

(4) Find top N articles, use spreading 

activation in article graph (after removing 

weak links) to find best articles
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Evaluation

• An initial informal evaluation compared 
results against our own judgments

• Used to select promising combinations 
of ideas and parameter settings

• Formal evaluation: 

– Select 100 Wikipedia articles for testing; 
remove from Lucene index and graphs

– For each, use methods to predict categories 
and linked articles

– Compare results using precision and recall 
to known categories and linked articles 
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Category prediction evaluation

• Spreading activation with two pulses worked 
best

• Only considering articles with similarity > 0.5 
was a good threshold
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Article prediction evaluation

• Spreading activation with one pulse worked 
best

• Only considering articles with similarity > 0.5 
was a good threshold
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Next Steps

• Systematically explore feature combin-

ations/parameters using ML techniques

• Construct a Web-based API and demo system 

to facility experimentation

• Add Wikitology terms to documents & queries 

in an IR system to improve performance 

– Using TREC 8 data & JHU/APL Haircut

• Cross-doc entity co-reference for HLTCOE

• Exploit parallel execution on cluster
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Conclusion

• Our initial experiments showed that the 
Wikitology idea has merit

• Wikipedia is increasingly being used as 
a knowledge source of choice

• Easily extendable to other wikis and 
collaborative KBs, e.g., Intellipedia

• Computationally feasible with spreading 
activation taking the most time

• We are still working to refine the 
technique
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